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Abstract—Online generated content, combined with new sci-
entific applications, and the growing traditional data warehouses
create today a data explosion problem. However, as all hardware
components are lagging behind data growth, waiting for the next
hardware generation to solve today’s problem is not an option. It
has become clear in recent years that data management systems
need to become parallel and employ an increasing number of
servers to be able to keep up the pace.

In this paper we review existing systems capable of handling
large scale data, starting with Gamma[7], one of the first and
most influential parallel databases, up to modern data manage-
ment frameworks such as MapReduce[6] and HadoopDB[2]. We
explain how query processing is performed in such systems and
identify their strong points and weaknesses. Finally we argue
that existing systems still have important drawbacks in handling
general workloads and propose future research on creating a
data management system capable of combining the benefits of
the best systems existing today.

Index Terms—Parallel Databases, MapReduce, Data Manage-
ment

I. INTRODUCTION

Today we have an explosion of data collected across a
wide range of applications. Traditional data warehouses have
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already reached PB scale and are now being dwarfed by data
collected in scientific applications[12], [15] or by the content
generated online. For instance eBay, an online auction and
shopping website, had already passed 6.5 PB of data, while
Facebook, a popular social website, has reached 2.5PB of data.
Not only is the total size impressive but also is the rate of data
growth: for example Facebook experienced a growth of 100x
in only two years.

The traditional recipe of relying on future progress of
hardware to be able to store and interpret data is no longer
sufficient. Processing power, memory capacities, and storage
are all lagging behind data growth. Thus, it has become more
and more obvious that data management systems can not rely
on a single or small number of servers but need to employ a
constant increasing number of physical machines to be able
to keep the pace. However, “throwing more servers at the
problem” is not as straight forward as it might seem. Cer-
tain applications, those who exhibit embarrassing parallelism,
stable workloads, and do not require high predictability of
execution times, are more easier to parallelize then the others.
The challenge is that not only data needs to be efficiently
distributed across multiple machines, but also the computation
needs to be distributed when answering a query.

In this paper we investigate existing solutions for large
scale data analysis starting with the first systems from three
decades ago that emerged in the shape of parallel databases,
up to the most recent distributed data processing frameworks
such as MapReduce that have gained significant momentum
in industry. Then we present current trends in large scale data
analysis, pin-point the challenges existing in current systems
and finally propose future research directions.

Parallel databases are the traditional approach in achieving
scalability for large scale data analysis and were the first
systems to analyze how to partition data across multiple disks
and how to parallelize computation over multiple processors.
They were introduced as early as the 1980s in several re-
search prototypes such as: Gamma[7], Bubba[5], and later
the ideas and experience made their way into commercial
systems such as Teradata or Tandem. Gamma[7], is one of the
first prototypes to show that parallel databases can achieve
a close to linear scalability and speed-up by employing a
shared nothing architecture and proposed hashing methods
to partition data and parallelize query operators. Today, the
shared nothing architecture is the standard of large scale
data management and many commercial parallel databases
(e.g., Teradata, Greenplum, Asterdata, Vertica) adopt such an
architecture.
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Parallel databases are highly optimized for performance and
have been shown to scale well up to tens of nodes (e.g.,
eBay, the largest known database warehouse uses 96 nodes).
However, they have a number of important drawbacks: parallel
databases have usually an architecture with limited scalability
as they were not designed from the ground up with high
availability, scalability, and elasticity in mind (i.e., hundreds
of nodes) and assume failures a rare event. Also the relational
data model enforced is considered too strict in certain cases
and lacks the necessary flexibility to be “a one size fits all”
type of solution.

As data continues to grow, new alternatives to data man-
agement emerged, the most well know being MapReduce in-
troduced by Google[6] and later adopted in other open-source
implementations such as Hadoop[9]. Originally designed to
scale to thousands of commodity machines, MapReduce con-
siders availability and fault tolerance first class citizens and
has an architecture designed to specifically resist multiple node
failures, node stragglers, and hot spots. Although MapReduce
is not a DBMS in the traditional sense, lacking schema
information and transactional support that traditional DBMS
guarantees, it can still support structured data analysis at large
scale, albeit in a less than optimal manner. Users of such
systems are numerous, for instance, Facebook uses Hadoop
for managing its data warehouse[17].

The extra flexibility of the data model in MapReduce comes
with the cost of an increased complexity shifted to the end
user. As data has apriori no structure the user is responsible
to establish the format in which data are stored on persistent
storage, he is responsible to parse and extract useful data
at every query, and, more important, he is responsible in
deciding how to break the query in smaller operations and
implement them. In DBMS terms it becomes the user sole
responsibility to implement the physical design, and to perform
query optimization, daunting tasks given their complexity. For
example, a simple join query that can be expressed in a single
SQL line can take hundreds of lines of code in a MapReduce
framework.

To mitigate the usability issue, other systems that offer a
translation layer between SQL queries and MapReduce jobs
were introduced. Pig[18], and Cascading[11] are only some
examples toward this direction that try to take the burden
off the end user. Hive[17] goes a step further by adding an
optimizer for choosing the cheapest query plan. However, all
these approaches are always resorting to internally execute
computation as MapReduce jobs and thus performance is not
optimal in case of structured data.

Parallel databases and MapReduce systems have their own
advantages and disadvantages. One natural question that fol-
lows is whether it is possible to combine the scalability
and fault tolerance of MapReduce with the performance for
structured data analysis, and the usability of parallel databases.
HadoopDB[2] is one approach towards this direction. The
main idea is to deploy traditional DBMS across all the pro-
cessing nodes and use MapReduce as the communication layer
between them. The user issues SQL queries, that are further
translated into MapReduce jobs such that a large fraction of
work is pushed to execute natively inside the DBMS.

In this work we stress the need for a scalable, fault tolerant
data management system capable of executing online analyt-
ical queries for structured or semi-structured data. Analytical
workloads comprise of two type of queries: selective queries,
which should execute fast and heavy queries, which may last
longer, as they require to touch larger amounts of data. The
challenge hence, is how to design a system capable to optimize
for both types of queries while still maintaining scalability,
fault tolerance, and performance. By looking at state-of-art
data management solutions, and the current trends in the
development of such systems we argue that no such system
exists today to have all of the desired properties.

HadoopDB, the closest work towards this direction is not
suited for online analytical queries. That is due to two main
reasons: First, it does not support dynamic partitioning of
new input data across the DBMS nodes, and second, the
cost of re-partitioning is not negligible. More specifically, its
improvements are directly dependent on the workload and the
partitioning attribute used to distribute relations across DBMS
nodes. Hence, complex query operators such as joins benefit
of valuable improvements as compared to MapReduce only if
the partitioning key is the same with the joining attribute. In
the opposite case, a re-partitioning phase is required to achieve
better performance, which may be fairly expensive w.r.t. the
query execution time.

The rest of this paper is organized as follows. Section
II introduces concepts and algorithms adopted in parallel
databases that were first introduced in Gamma[7], the pre-
cursor of modern parallel database. Section III continues with
a presentation of MapReduce systems. Section IV introduces
hybrid approaches with a focus on HadoopDB. We present the
research plan in Section V. Finally, we conclude in Section
VI.

II. PARALLEL DATABASES

Gamma is one of the first parallel database prototypes
showing close to linear scalability on larger input data sets
by simply adding new hardware machines. Gamma uses a
shared nothing architecture, where each processing unit has
its own memory and disk resources, while the inter-process
communication is performed via a high-speed interconnect.

In the following section we present concepts adopted in
parallel databases that allow them to scale linearly with the
number of hardware nodes. Then, we continue with several
algorithms adopted for parallelizing complex query operators
that allow parallel databases to achieve a maximum of perfor-
mance.

A. Scalability in Parallel Databases

Gamma employs several key concepts for parallel data
processing that allows it to scale. First, it employs complete
data partitioning among all the disk drives in the system.
Secondly, it uses two types of parallelism: partitioned-
parallelism and dataflow parallelism. Finally, Gamma uses
parallel algorithms based on hashing and simplified scheduling
techniques that allows it to control the execution of a large
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number of queries with a minimum of coordination required.

Data Partitioning
Gamma horizontally partitions relations across all the disk

drives in the system such that each relation can fully exploit
the aggregated IO bandwidth available. Horizontal partitioning
declusters each relation across sites on a row basis depending
on the partitioning strategy adopted. Three types of partition-
ing strategies are defined: round robin, hashed and range. For
round robin partitioning tuples are distributed in a circular
fashion across the disk drives. For hash partitioning, a hash
function and a partitioning attribute are used to decide the
target disk drive. Finally, for the range partitioning case the
user specifies a range of keys for each storage unit.

Each of these partitioning methods has its own advantages
and disadvantages. Hash-based partitioning allows easy
parallelization of complex query operators (i.e., joins) by
ensuring that all the tuples corresponding to the same attribute
value are located on the same partition. However, for highly
skewed data distributions, hash partitioning does a poor job in
terms of non-uniformly declustering the relation across disks
and thus enabling hot-spots. For highly skewed distributions,
round-robin makes a good job by doing a perfect load
balancing across disk drives. Finally, range-partitioning
allows for more flexibility, giving users the possibility to
partition their data.

Parallelism
Two types of parallelism are adopted in parallel databases:

partitioned parallelism and pipelined parallelism. In partitioned
parallelism the input data is partitioned across all the
processors with disk, while the query operator is split into
many independent operators that can work in parallel on a
part of the data. In pipeline parallelism query operators work
in series, by streaming the output of one operator into the
input of the subsequent operator. The two techniques are
complimentary and usually used in conjunction to achieve a
maximum of performance.

Query Execution and Scheduling
Figure 1 shows the control flow for managing a query

request in Gamma. Queries are issued on the host machine
while query processing is performed on the Gamma machine.
In the first step, the query contacts the query manager, which
at its turn fetch the the relation schema from the catalog.
In the second step, the query manager parses the query,
optimizes it and compiles it into a query plan. Based on the
partitioning information contained in the schema, the query
plan is distributed to the appropriate nodes for execution.
Specifically, the scheduler contacts idle operator processes on
the processors selected to execute the query.

Gamma employ a stream-based execution model where data
flows from a query operator to the subsequent operator in a
flow. When an operator from the query plan has to send data to
the next operator, the data is pushed by the first operator to the
next one in a flow. Hence, data is streamed from the producer
to the consumer and intermediate results are not written down

Fig. 1. Query Request Execution in Gamma

to disk. The stream-based execution model achieves good
performance, but has the drawback of re-executing the entire
query if one of the query operator fails. In general, there is
a performance fault-tolerance trade-off between the stream-
based execution model and maintaining intermediate results.
Parallel databases usually opt for performance rather than
fault-tolerance by assuming that failures are a rare event.

Minimizing the level of coordination in Gamma is another
key feature that allows it to scale. Gamma minimizes the
number of control messages between the scheduler and
the operator process. The number of control messages in
Gamma is constant per operator process. Specifically, when
the scheduler wants to start an operator process at a particular
processor, it sends an activation message to the processor.
An idle process answers with its identification information
and starts its execution. When the operator detects the end
of its input stream it closes the output stream and notifies
the scheduler that it has completed its execution. Closing the
output stream has the effect of informing the downstream
operator that its input stream was closed, and hence no further
coordination is required.

Fault Tolerance
Gamma is a transactional parallel database with support for

recovery and availability. Hence, in this context fault tolerance
means that the DBMS can recover from failure without loosing
any data or updates from recently updated transactions. This
fault tolerance semantic is different with that from analytical
databases where we do not have transactions or updates. In
that case fault tolerance means simply a DBMS that does not
have to restart a query in the case a node fails.

Gamma adopts chained declustering as its availability
technique. In chained declustering nodes are divided into
disjoint groups called relation clusters, where tuples of each
relation are declustered among the disk drives that form one
of the relation clusters. Two copies for each relation are
maintained: a primary and a backup. What makes this scheme
attractive is that in the case of a node failure, pieces of both
the primary and the backup fragments are used on all the
disk nodes from the cluster to balance the load caused by the
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failing node.

Limitations
Gamma has several limitations. First, Gamma adopts full

declustering as its data partitioning strategy independently on
the relation’s characteristics such as size or access frequency.
Copeland et al. [5] show that the performance of complex
query operators (i.e., joins) can be improved by adopting a
variable declustering strategy. The explanation stands in that
variable declustering reduces the cost of communication and
the start-up and termination overhead associated with a query
operator process. Second, due to the stream oriented execution
model adopted, Gamma as any parallel database that adopted
the stream oriented execution model is not prepared for fault-
tolerance at large scaled deployments. Third, Gamma does not
show to balance the load of multi-site queries with single-site
queries. Hence, straggler nodes may exist in the system and
affect the overall query performance. Furthermore, Gamma
showed scalability when running a single query in the system.
But it did not show scalability at the saturation point. The
efficiency of load balancing would be visible in this case.

B. Parallel Query Processing

In a distributed system a query is initially translated into an
execution tree, just like in case of a single node system. The
logical query plan is then parallelized to multiple machines
using either intra- or inter- operator parallelism, just like in
Gamma. Inter-query operator parallelism is conceptually easy
to parallelize as every operator in the tree is just assigned for
execution to a single process on a single machine. However,
intra-query operator parallelism is harder to achieve as
multiple processes on different machines need to synchronize
and share temporary results. For example a sort operation
that runs on a multiple machines requires multiple rounds of
network communication as locally sorted intermediary results
are passed between distant processes creating the need for
careful load balancing and synchronization.

Parallel Join Algorithms
A join in data management is one of the most fundamental

operations that exist. Joins are so widely spread today as they
have almost become synonymous with relational database and
are widely used in any type of workload starting from Online
Transaction Processing up to Business Intelligence workloads.
But joins, although they might take different names, are not
limited to relational database systems and are needed in any
system that needs deduplication (no redundant information is
stored). For example Facebook uses joins in their MapReduce
data processing system[1], or any object oriented databases
requires joins internally. At the same time, due to their
complexity and diversity (after 40 years of research we still
have scientific papers on join algorithms), join operators are
much harder to be efficiently parallelized compared to other
operations such as scan or sort. Hence, in the rest of this
paper we use joins as the representative mini-benchmark for
performance of large scale data management applications. In
the rest of this section we start by presenting the most prevalent

types of joins operators and how they are implemented in a
parallel database as proposed by Schneider et al. in [19].

In 40 years of research in database management systems,
two categories of joins algorithms are known to perform best:
sort-merge joins and hash-based joins. Sort-merge joins are
efficient when the two relations are already sorted on the
joining attribute and in addition it has the added benefit of
a more predictable run-time in case of data skew or limited
memory. In the rest of the cases, especially when data is not
stored in the join key order, hash joins perform better.

1) Sort-merge join
The traditional sort-merge join requires first the sorting of the
two relations. If memory is not big enough to sort either
relation in a single pass, relations are first partitioned and
written to disk based on hashing techniques to account for
data skew. Then, iteratively, each pair of buckets is sorted in
memory and the join is gradually performed.

The parallel sort-merge algorithm is a straightforward im-
plementation of the traditional sort-merge algorithm. In the
first step the inner relation is being partitioned on the joining
attribute across all the processors with disks using a hash
function. A corresponding bit filter[3] is created on the inner
table to enable the outer table to prune the join space. After
the partitioning phase is completed, each partition is sorted in
parallel. Subsequently, the outer relation is being partitioned
and sorted in a similar fashion. The last step of the algorithm
is a local merge-join of each pair of partitions which can be
performed in parallel.

2) Hash Join Algorithms
In the following we present three types of hash-join algo-
rithms: simple hash-join, which is the traditional type of
join and two variants that trade-off speed for less memory
utilization.

2.1) Simple hash-join[8] proceeds in 2 phases. In the first
pass the inner table is used to build an in-memory hash table.
In the second pass tuples from the outer table are read one by
one and used to probe the in-memory hash table outputting the
matches. This algorithm works assuming that enough memory
is available to store the entire hash-table into the memory. If
the inner relation does not fit into the memory, a particular
percent of tuples that are already in the hash table are evicted
into an output file. The probing phase for the outer table will
proceed only for the tuples corresponding to the in-memory
hash table. The rest of the tuples are similarly redirected into
an output file. Hence, the last step is to join evicted tuples
corresponding to the two relations in a similar manner. If the
overflow re-occurs, the algorithm continues recurrently.

The parallel hash-join requires to split the inner relation
into partitions before building the in-memory hash table. The
overflow resolution mechanism works similarly as for the
single node algorithm. The difference in this case is that
overflow can occur now at any of the joining processors with
disks.

2.2) Grace Join
Grace join is a hash-based join algorithm that tries to avoid
memory overflow by partitioning the inner relation into N
number of buckets such that each bucket fits into the aggre-
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TABLE I
JOIN RESPONSE TIMES (IN SECONDS) FOR SKEWED DISTRIBUTION.

Algorithm 100% Memory 17% Memory
Hybrid 30 89
Grace 76 87
Sort-Merge 66 71
Simple Hash 30 122

gated memory of the processors used to effect the join. Grace
join is more expensive than hash join as it needs to write the
buckets down to disk but requires less memory.

The algorithm can be divided into three phases: in the first
phase the inner table is partitioned into buckets, in the second
phase the outer table is similarly partitioned, finally, in the last
phase each bucket is joined in parallel using all the joining
processors.

Partitioning a table into buckets is split into two phases:
phase one generates the buckets, while phase two further
partitions the buckets across all the disk drives. This is required
to achieve the maximum IO throughput available. In the
joining phase, two pair of buckets are joined at a time by
using all the joining processors. The joining algorithm on each
processors follows a traditional hash-join.

2.3) Hybrid hash-join
Hybrid hash-join is similar with Grace join with the difference
that the first bucket of both inner and outer relations are never
materialized on disk and the joining phase of the first bucket
starts one step earlier. Hence, if enough memory is available
hybrid hash avoids writing the relations to disk and resembles
the simple hash-join algorithm in performance. In the case
memory is scarce, it resorts back to the Grace algorithm.

Performance of Parallel Join Algorithms
Schneider et al. perform a thorough evaluation of the above

join algorithms in [19]. Experiments are conducted on the
Gamma database machine under two configurations: a local
configuration, when the joining processors have their own disk
attached and remote configuration, when the joining processors
stream data from the processors with disk.

The algorithms are tested under several conditions to study:
the impact of the partitioning attribute relative to the joining
attribute, the impact of bit filters, the impact of remote or local
configurations and the impact of non-uniformly distributed
join attribute values. The benchmark used is the Wisconsin
benchmark[4] that joins a 100,000 with a 10,000 relation
producing a 10,000 relation. The varied metric is the memory
availability w.r.t. the inner table, while the measured metric
is the response time. The full set of configuration parameters
can be found in [19].

Figure 2 shows the results for the local configuration when
the partitioning attribute is the joining attribute. As we can
observe hybrid hash-join performs the best under all memory
availability ranges. As expected, when memory is scarce
hybrid hash performs similar with Grace as it resorts to
creating more buckets rather than using the in-memory hash
table for the first bucket. On the other hand, when memory is
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Fig. 2. Partitioned Attributes Used as Join Attributes

abundant hybrid hash performs similar with simple hash join,
as no buckets are needed to be written down to disk. Finally,
sort-merge decreases slowly in performance as the memory
availability changes.

Table I shows the results for the local configuration when
the partitioning attribute of the inner relation is skewed. In
this experiment sort-merge performs the best for low memory
availability. The reason is that sort-merge applies the bit filter
vector to the outer table before reading its corresponding tuples
from disk. As the attribute values on the inner relation are
skewed, only a small number of values from the outer relation
are actually read from disk. The hash-based join algorithms
on the other hand, apply the bit filter only in the joining phase
rather than in the partitioning phase. Hence, applying the bit
filter in the partitioning phase rather than the joining phase has
potential for benefits in the case of the hash-based algorithms.

Several conclusions drawn from the complete set of ex-
periments presented in [19]. For the uniform distributions
hybrid-hash join achieves the best possible performance for all
the memory availability ranges. For skewed distributions and
when memory is scarce, sort-merge performs the best. Finally,
executing join operations on the processors without disk was
shown to diminish the utilization of the processors with disk
significantly. Hence, executing remote joins is tempting when
the relation is not partitioned on the joining attribute as it
improves the throughput for the processors with disk.

III. MAPREDUCE DATA ANALYSIS

MapReduce[6] is a programming model and a framework
for processing large sets of raw data. A map-reduce program
consists of two functions: Map and Reduce. The Map function
process the input data and produces a set of intermediate re-
sults as key-value pairs, while the Reduce function aggregates
all the intermediate results with the same key to produce the
final result. Traditional applications of MapReduce include:
ETL systems (Extract, Transform, Load) that transform data
into different formats that are further consumed by other
storage systems, complex analytics that cannot be expressed
in SQL (multiple passes over the data: e.g., data mining, data
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clustering) or data analytics on unstructured data (grep, URL
access frequency, inverted index).

MapReduce framework operates in conjunction with a dis-
tributed file system[10], where it stores the input and output
data. Input data is represented as text or key/value pairs.
Hence, the burden of data parsing is passed to the user’s code.
The data model allows for more flexibility as compared with
the traditional DBMS where the data has predefined structure,
but comes at the cost of parsing the data each time a task is
being executed.

Although it was designed for unstructured data analysis,
MapReduce can be used for structured data analysis at large
scale. For instance, Facebook uses MapReduce for managing
its 2.5 PB of data warehouse[17]. Some of the reasons that
place MapReduce as a potential candidate framework for
structured data analysis are the following:

• Fault Tolerance and Scalability: Designed to process
large amounts of data using thousands of commodity ma-
chines, MapReduce has mechanisms to tolerate failures
gracefully. MapReduce is resilient to large scale worker
node failures by re-scheduling tasks on live nodes and
by checkpointing intermediate results of the MapReduce
job. Hence, in the case of a node failure the framework
re-executes only the failed task of the MapReduce job.

• Load Balancing and Backup Tasks: The MapReduce
framework divides the Map and Reduce phases into
a number of pieces much larger than the number of
machines such that each machine executes many differ-
ent tasks. This improves dynamic load balancing and
recovery. If a node fails, tasks executed on the failed
node can be spread out across all the other machines.
Additionally, to deal with straggler nodes, MapReduce
schedules backup tasks. Specifically, when the job is
close to completion the master node schedules backup
executions for the remaining tasks. A task finishes when
either the primary or backup task completes its execution.

• Open Source Implementation: A big advantage of
MapReduce based systems is that there is an open source
implementation that is available for free. Hadoop[9] is an
open source implementation of the MapReduce frame-
work.

• Fast Setup: MapReduce implementations provide an out-
of-the-box solution, easy to setup and start working with.

• Elasticity: Worker nodes can be easily added in or re-
moved. The underlying filesystem takes care of balancing
the load among all the data nodes, while computation is
uniformly balanced across all the worker nodes. Extend-
ing deployment of a traditional parallel database requires
significant efforts in tunning it before actually exploiting
the new hardware resources efficiently.

Although it generated a lot of interest among many users,
MapReduce has its own drawbacks that makes its adoption
as a replacement for traditional parallel databases disputable.
The work of Pavlo et al. [14] argues in favor of traditional
parallel databases and shows that MapReduce is significantly
more expensive for complex query operators (i.e., joins). This
is motivated by the fact that not all the query operators can

Fig. 3. The HadoopDB Architecture

be efficiently translated into the MapReduce programming
model. MapReduce also lacks specialized data structures (e.g.,
indexes) that are for a long time now supported in traditional
databases.

For instance, join queries have shown to have more than
one order of magnitude difference in performance[14] when
using MapReduce. This level of performance is mainly due
to the brute-force approach adopted when processing data,
and the absence of index structures. Furthermore, there is still
limited support for implementing join operations efficiently. A
flavor of sort-merge join algorithm is however provided, with
the join operation being executed in the reduce phase of the
MapReduce job.

IV. HYBRID DATA ANALYSIS

Towards achieving the best of parallel databases and
MapReduce systems, Abouzeid et al. introduce HadoopDB[2],
a hybrid of MapReduce and DBMS technologies. The idea
is to deploy a DBMS within each node of the cluster and
use MapReduce as the communication layer between nodes.
Queries are parallelized across nodes using the MapReduce
infrastructure, while single node query work is pushed as much
as possible inside the corresponding DBMS. Hence, ideally the
performance of parallel databases is combined with the fault
tolerance and scalability of MapReduce.

HadoopDB builds on top of Hadoop architecture as shown
in Figure 3. Hadoop consists of two layers: the Hadoop Dis-
tributed File System (HDFS) and the MapReduce processing
framework. HDFS is a block structured file system managed
by a centralized node (the NameNode). Files are broken
into blocks of specific size that are distributed across several
Data Nodes from the cluster. The MapReduce framework
consist of a master node (the JobTracker) that coordinates
the execution of several worker nodes (the TaskTrackers).
HadoopDB adds a DBMS within each node of the system.The
Data Loader partitions the input data stored inside the shared
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file system (HDFS) horizontally across the nodes. The Catalog
maintains information about the loaded databases, the data
sets contained within each node and replica information. The
database Connector is the interface between worker processes
and the input data, which is stored in DBMS. Finally, the SQL-
to-MapReduce-to-SQL (SMS) planner is the query planner
that is in charge to parse the query, to optimize it, to push
query execution as much as possible inside the DBMS layer
and finally to plan the rest of the query for execution using
MapReduce jobs.

In the following we focus our attention on the key
components of HadoopDB that enables it to achieve the best
properties of parallel databases and MapReduce. Then we
show the level of performance improvements achieved by
using such a hybrid system.

Partitioning
The data loader partitions the input data stored inside the

shared file system horizontally across the nodes. There are
two levels of partitioning: global partitioning, that partitions
data across the nodes and local partitioning, that partitions
the data within a node. Each partition within a node is loaded
as a separate database inside the DBMS. Hence, the two
level partitioning achieves not only load balancing across
the nodes, but also better performance for accessing the data
within a node.

Query Execution and Scheduling
The SMS planner plays central role in HadoopDB

architecture as it is in charge with planning the query
execution. SMS extends Hive[17], an SQL front-end and
a query optimizer that allows automatic transformation of
SQL queries into MapReduce jobs represented as Directed
Acyclic Graphs(DAGs) of relational operators. Before the
query operators are executed as MapReduce jobs, SMS
checks if parts of the DAG can be executed directly inside
the DBMS. Specifically, depending on the particular query
and data partitioning across the databases, parts of the query
operators (all or none) can be executed inside the database
layer. Hence, these operators are converted back into SQL
queries and pushed into the single node databases. The rest
of the operators are executed traditionally as MapReduce jobs.

Fault Tolerance
As already discussed for parallel databases, in analytical

workloads fault tolerance means that the DBMS does not have
to restart a query in the case a node fails. HadoopDB builds
on top of MapReduce framework and hence its checkpointing
mechanism is supported at the granularity of a MapReduce
task. However, the query parts executed entirely inside the
DBMS are not checkpointed.

Performance
Complex query operators benefit the most from pushing

execution inside the DBMS. Figure 4 shows the join
performance of HadoopDB as compared with Hadoop, and
two commercial parallel databases: Vertica and DB-X. The
benchmark consists of analytical queries on log-file analysis

Fig. 4. Join Task in HadoopDB

and html processing. Specifically, the query joins the rankings
table of 18 mil. rows with a filtered uservisits table of 134,000
rows. A clustered index is built on the joining attribute and
both tables are partitioned on the same joining attribute.
The figure shows the join performance for three cluster
deployments that use 10, 50 or 100 nodes. The results show
that more than an order of magnitude improvement can be
achieved as compared with Hadoop. This is determined by
executing the entire join operation inside the database layer
and the presence of indexes.

Limitations
HadoopDB has several limitations. Firstly, HadoopDB is

not suited for online analytical queries. HadoopDB does not
support dynamic partitioning of new input data and hence, data
needs to be bulk-loaded into the DBMS nodes each time the
workload changes. Secondly, the cost of repartitioning is not
negligible and hence cannot be performed online. Specifically,
HadoopDB improvements are directly dependent on the work-
load and the partitioning attribute used to distribute relations
across DBMS nodes. Hence, complex query operators such
as joins benefit of valuable improvements as compared to
MapReduce only if the partitioning key is the same with the
joining attribute. In the opposite case, a re-partitioning phase
is required to achieve better performance, which may be fairly
expensive w.r.t. the query execution time.

V. THESIS PLAN: TOWARD SCALABILITY AND
PERFORMANCE FOR DATA MANAGEMENT IN THE CLOUD

MapReduce systems[6] offer good scalability, fault-
tolerance and are elastic with the addition of new hard-
ware nodes. As presented, however, their performance suffers
in structured data analysis. At the other extreme, parallel
databases are highly optimized for performance but do not
offer the same fault tolerance and elasticity. Hence, having
a system that achieves the best of both worlds is desirable.
HadoopDB[2], a hybrid system between MapReduce and
traditional DBMS technologies, is a first step towards this
direction. However, as HadoopDB is essentially a MapReduce
framework to which a DBMS engine was glued, it is inherently
inefficient. For example, to answer a query, data is duplicated,
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parsed, and loaded from the distributed file system into the
relational engine. Only after a query can be answered. In
addition, the HadoopDB architecture permits little flexibility
for dynamic data partitioning, load balancing, and in general
adaptation to a changing workload. Last, as each DBMS in
HadoopDB is standalone and has no knowledge of others, lot
of optimization opportunities are missed. For instance, data
has to be always processed on the same machine where it
resides and can not exploit distant idle CPU power. Also,
long running queries or operators executing natively inside the
DBMS engine can not be checkpointed, a crucial requirement
in maintaining a predictable response time in large scale
setups.

Hence, we argue for the need of a scalable, elastic, and
fault-tolerant DBMS, inspired by the experience gathered with
systems such as MapReduce and HadoopDB but capable
of maintaining the performance and usability of traditional
parallel databases.

A. HBaseSQL

We propose to start from a clean slate and create an archi-
tecture that does not inherit limitations of previous systems.
More specifically we envision a distributed database capable
of supporting structured and semi-structured data, in which
fault tolerance and elasticity are prime class citizens, but that
still incorporates the state-of-art techniques from relational
databases, such as a flexible physical design that can be
adapted to the workload, and 40 years worth of research in
efficient query processing algorithms.

Our approach does not imply throwing away existing code,
but rather adapt it in a coherent manner. We plan to develop our
system on top of HBase[16], a scalable fault tolerant storage
engine capable of storing semi-structured data and on top of
MySQL[13], a powerful execution engine that we extend to
be distributed aware.

We thus propose HBaseSQL, a hybrid system that targets to
achieve scalability, fault tolerance and performance for online
analytical workloads comprised of both selective and heavy
queries. The main differences of HBaseSQL compared to
existing systems such as HadoopDB are:

• We target both selective and heavy queries. Selective
queries, notoriously slow in MapReduce based systems,
run exclusively inside the database layer and thus can
have a response time comparable to existing relational
databases.

• For certain type of queries, MapReduce based systems
are more efficient to use. Hence, we believe that a
system capable of adapting where the query will be
executed: inside the database layer (e.g., selective queries)
or outside of it (e.g., complex queries), has real potential
for performance benefits. We target an adaptive scheme
capable to decide where to execute query plans based on
their characteristics.

• We research on adapting state-of-art physical design
techniques from relational databases such as vertical
and horizontal partitioning, auxiliary data structures such
as indexes, materialized views. Moreover, the physical

design automatically adapts to a given workload and to
heterogeneous storage resources available in the cloud.

B. Data as a Service

Data as a Service has received a lot of attention recently.
This is due to the the general idea that cloud computing
can satisfy data service needs with lower operational costs.
Additionally, various disciplines (such as astronomy or biol-
ogy) have started archiving large volumes of scientific data.
This data is queried by large groups of scientists opening up
the potential for the data service. In this context, the cloud
infrastructure fits perfectly, as it is capable of minimizing
operational costs by sharing data and work across query
requests. For any service, economic model is essential, as
the service needs to be economically sustainable. Hence, we
plan to investigate mapping the computing models to economic
models for our cloud DBMS-based data services.

VI. CONCLUSIONS

In this paper we discussed three representative approaches
for large scale data analysis. We started with Gamma, a
parallel database prototype that demonstrates a close to linear
scalability on larger data sets simply by adding new hardware
machines. Here, we focused on the components that allow
Gamma to scale: data partitioning, its types of parallelism
and scheduling, and at how query execution, represented
by parallel joining algorithms, allows Gamma to achieve
better performance compared to other systems. Then, we
presented MapReduce, a data analysis framework and showed
the reasons that make MapReduce an attractive approach
for semi-structured data analysis. Further, we motivated the
need for hybrid approaches and we presented HadoopDB, the
first hybrid approach that combines parallel databases with
MapReduce at the architectural level. Finally, we presented
our research plan that targets a scalable, elastic, fault-tolerant
DBMS capable to run efficiently both selective and heavy
queries.
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