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Making sense out of an advanced type system
Hubert Plociniczak
LAMP, I&C, EPFL

Abstract—The type system in many programming languages
has made an incredible progress in the recent decade. Unfortu-
nately pushing it to the limits does not always immediately bring
advantages. The systems are becoming too complex to understand
and use for normal programmers. Simple error messages are
no longer suitable for explaining complicated features. We
discuss possible approaches that have been developed recently to
overcome this issue. We also propose the plan for the development
of the type debugger tool as well as an improved type inference.
It would allow to minimize the entry barrier for proper using of
an advanced type system.

Index Terms—Type system, global and local type inference,
type debugger

I. INTRODUCTION

Programming languages can be divided into two groups:
statically and dynamically typed languages. The former is
perceived as well suited for writing complex and large sys-
tems that require careful design, but is often criticised for
inadequate and over-complicated type systems. The latter is
often targeted for rapid application development, yet it often
fails when the application is not well documented and grows
to unmaintainable sizes (and it always does). Lately, we see a
shift of programmers towards the dynamically typed language
due to for example agile development approach. Statically type
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languages like Haskell or Scala are often criticized as being the
research-oriented tools which unnecessary put a lot of burden
on the programmers. Hence the freedom of expressivity that
is provided by them is unnecessarily reduced.

Type inference mechanism, that exists in many statically
typed languages, is often considered as a bridge between
statically and dynamically type languages. It helps to avoid
writing annotations for standard language constructs. In declar-
ative statically typed languages Hindley-Milner[4](HM) type
inference is often taken as a way of eliminating type sig-
natures. For example HM serves as a basis for Haskell. This
approach involves mostly gathering the necessary constraints
that influence the type which should be inferred to make the
whole program well-typed, and solving the constraints on the
fly. A criticism of this method is that the conflicting constraints
lead to type error reports that are far from the actual origin of
the problem or that they are just too hard to understand for
a usual programmer. A different approach involves local type
inference and has been used in object-oriented languages.

In this research proposal we discuss the challenges and
advantages of combining global and local type inference
in order to build more intuitive mechanisms. The work of
Let should not be generalized[13] by Peton Jones et al, is
a recent development in this subject. Such a combination
seems unavoidable once hybrid languages like Scala become
more popular. It is a non-trivial problem because already
existing type systems have to deal with many different types
of constraints and we do not want to limit this possibility.
One of the possible solutions, described in Type inference
with Constrained Types[7] by Odersky et all, is to define a
framework that abstracts over the constraints allowing to keep
the system in coherent state by stating a small number of
properties.

There is also a question on how to make the advanced type
system more transparent? Programmers are no longer afraid
of getting their hands dirty and are eager to learn about the
details of the system. So we have to provide them with ways
for doing that. Improving type error diagnosis[12] presents a
novel approach to explain the types in a most informative and
precise way. At the same time it allows for the interactive
exploration of the type system that has been neglected for a
long time. Finally we present a plan for the thesis work that
would enable us to overcome the problems mentioned above.

II. TYPE INFERENCE WITH CONSTRAINED TYPES

Let should not be generalized and Improving type error
diagnosis, that are discussed later in our report, use and
extend the concept of HM(X) that was presented by Odersky,
Sulzmann and Wehr in [7]. HM(X) is a generic constraint-based
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type system that follows the tradition of Hindley/Milner type
system. Unlike most of its predecessors which only focused
on extending HM with one particular type of constraints, the
authors focus on creating a framework that abstracts over
the specific type of the constraint system. Instantiating the
framework with specific constraint logic involves only the
verification of a small number of properties. In exchange
we receive a correct type system equipped with sound and
complete type inference and we are mostly saved from the
tedious proofs. In order to understand the basics of the
framework it is crucial to remember how to actually model
the constraint system. In HM(X) the authors start off with the
simple constraint system. It has (Ω, `e) structure, where Ω is a
non-empty set of primitive constraints and `e is an entailment
relation described as `e ⊆ pΩ × Ω (pΩ defines the set of finite
subsets of Ω). In order to define the system, two conditions
have to be satisfied by the entailment (for C,D ∈ pΩ):

• C `e P whenever P ∈ C
• C `e Q whenever C `e P, ∀P ∈ D and D `e Q

That simple structure is extended with a projection operator
∃ā borrowed from the cylindrical algebra. It allows to abstract
over some of the information from the constraints where we
can bind variables. When talking about the boolean algebra
it is safe to assume that the projection operator stands for
standard existential quantification. This operator allows to
type check more (valid or invalid) programs and still present
the type system in a more succinct way. Therefore the new
structure for cylindrical constraint system is described as
(Ω, `e, V ar, {∃a | a ∈ V ar})
where the simple constraint system is extended with an in-
finite set of variables (Var) and the mentioned operator. The
additional operations that projection has to satisfy, ensure safe
lifting of the operator in the constraint systems. Finally the
authors define the term constraint system for term algebra T . It
extends the cylindrical constraint system with predicates of the
form p(τ1, ...τn) where τi ∈ T and define suitable semantics
for the substitution.

The importance of the term constraint system is that its
correctly defined instances can now be considered as the input
to the general HM(X) framework. In their work, Odersky et
all, provide examples of four constraint models: HERBRAND

system, type and constraints related to physical dimensions,
subtype constraints system and Ohori’s record type system.
The soundness of originial HM work can be still shown to
work when considering HERBRAND constraint system in HM(X).
In the case of this minimal constraint system we only have
to handle primitive syntactic equalities, like (τ = τ ′). So the
satisfiability of the constraint resolves to simple unification.

The definition of the HM(X) is based on the original defi-
nition of the let-polymorphism from [4]. In HM functions can
be assigned type schemas, apart from the standard types. This
way function can have a polymorphic type, like ∀ā.σ, and
the type schema is instantiated to a monomorphic type only
during type checking of its application. HM(X) enriches type
schemas with constraints: ∀ā.C ⇒ σ, where C represents
the constraint component that affects the instantiation process.
Also the typing judgement is extended in HM(X) with the set

of satisfiable constraints in X: C, Γ ` e : σ. The authors
often restrict the set of C to the so called solved forms
which represent the subset of all satisfiable constraints of X
(for simplicity). When considering again the application of
the HERBRAND constraint system in HM(X) its reduction to the
standard HM becomes apparent. By taking the solved forms
set to be empty (i.e. true) the only valid judgements for the
type schemes are ∀ā.{} ⇒ σ and this reduces to the standard
Hindley/Milner ∀ā.σ type schemes.

The main contribution of the HM(X) framework lies in the
definition of type inference and dependency of its soundness
and completeness on the specific properties of the constraint
logic. Type inference for a given expression and environment is
a two stage process: generation and solving of the constraints.
In the case of HM(X) we only generate constraints of the
form τ � τ ′. It is the instance of the constraint system X

which brings meaning to this constraint. For example for the
subtyping constraint system τ � τ ′ becomes τ <: τ ′. The
actual solving of the constraints is again dependent on the
specific instance.

As with every kind of type inference we would like to
ensure the existence of principal types. This is done through
the process of normalization, where for any given constraint
problem (C,ψ) (ψ and φ are substitutions) we are trying to
get a normal form (D,φ). In this case φ has to be more
general than ψ and D belongs to the set of solved constraints.
Additionally we aim to find the principal normal form which
represents the same concept as the most general unifier to
unifiers in the case of Hindley/Milner. Finally, any constraint
system X has a principal constraint property if for all constraint
problems we are either not able to find any normal form or
there is a principal normal form.

The HM(X) type inference algorithm is based on the one
presented in Hindley/Milner with the addition of the con-
straints i.e. for a given expression e and environment Γ,
we are trying to derive a triple representing the constraint
C, substitution φ and type τ : φ,C,Γ `W e : τ . In this
report we will only focus on the (LET) rule, where we
have constraints generation (`W ), generalization (gen) and
normalization (normalize) processes. At this stage a projection
operator is used to separate the constraints into two parts:
generalization over the variables in the constraints is the
splitting factor. Generalization has to fulfil only the following
condition: gen(C,Γ, σ) = (D ∧ ∃ā.C ′,∀ā.C ′ ⇒ σ), where
ā = (fv(σ) ∪ fv(C)) \ fv(Γ) and fv(D) ∩ ā = ∅. This way
we are able to push some of the constraints inside the type
schema (pushing all of them may not necessarily lead to an
efficient solving algorithm).

(LET)

ψ1, C1,Γx `W e : τ
(C2, σ) = gen(C1, ψ1Γ, τ)
ψ2, C3,Γx.x : σ `W e′ : τ ′

ψ′ = ψ1 t ψ2 D = C2 ∧ C3

(C,ψ) = normalize(D,ψ′)
ψ|fv(Γx), C,Γx `W let x = e in e′ : ψτ ′

Fig. 1. Type inference (LET) rule for the let construct in HM(X)
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It is important to notice that the property of principal
constraint does not necessarily ensure the completeness of the
type inference. In the case of new constraints we either have
to verify them against one of the two groups proposed by the
authors, or further extend the HM(X) framework. The latter may
involve deeper analysis but we avoid reinventing the wheel for
most of the problems.

So why is the work of HM(X) significant to our research
work? We will attempt to address that question on the example
of Scala, which currently implements a local type inference
approach. Scala is a hybrid language mixing object-oriented
and functional styles of programming. It would therefore seem
tempting to follow the HM path, like others did. The problem
is the immediately apparent object-oriented part. GJ, which is
a predecessor of Scala, indeed discusses global type infer-
ence/HM approach in [6] as one of the alternatives for the type
checking/inference mechanism. Nominal subtyping leads to a
significant complexity of the whole type system. The problem
appears when it comes to the actual solving of the subtyping
constraints. Even small programs can produce large number
of constraints infeasible to follow and the process of inferring
the principal types becomes undecidable. A popular example
can be considered with the following subtyping constraints
involving (invariant) arrays:

Array[A?] <: B?

Array[Foo] <: B?

In the above case, Foo is some predefined type, A? and B? are
type variables that we need to instantiate. Unfortunately there
is no principal type for such scenario, because

A? = Foo, B? = Array[Foo] (1)
A? = Int, B? = Any

are two equally possible yet incomparable solutions and there
exists no third more general one (Any in Scala is a supertype
of all types). Unfortunately local type inference lacks a gen-
eralized framework, like HM(X). It would allow it to reason
about different types of constraints at the same time, while
keeping the whole system coherent. This is important because
in Scala we already have a large number of constraints to
support: implicit conversion, weak conformance, structural and
nominal subtyping. A formal representation that abstracts over
the specific instances would allow for a better understanding
of the type system.

III. LET SHOULD NOT BE GENERALIZED

Hindley-Milner(HM)[4], [1] has served as a basis for the
Haskell type system for a long time. One of its biggest
strengths lies in its simplicity. HM uses simple unification
between the types allowing us to solve (if possible) the type
equality constraints. Additionally, there is a notion of gener-
alisation allowing us to introduce parametric polymorphism.
Consider an example where we infer polymorphic type:

f y = (y, y)

Here HM first gets a (still incomplete) type α → (α, α) for
the f definition, where α represents some fresh type variable.

In order to get a final type we perform generalisation over all
type variables in the type that are not in the type environment.
Principal type schema ∀α.α → (α, α) represents the final
type for function f. It allows us to type-check expression like
(f 5, f "abc") by instantiating the type scheme to concrete
monomorphic types.

The advantages of let-polymorphism are apparent in lan-
guages like Haskell or ML but they have experienced massive
development (in terms of provided constructs) since then. The
type system of Haskell has to handle at least the following
features:

• Generalised Algebraic Data Types (GADTs) are no longer
perceived as an experiment extension and are commonly
used in Haskell programs

• Type classes provide a way to solve ad hoc polymor-
phism. Equality constraint like Eq τ is an example of
a type class. When placed in the type signature for the
contains function,
contains :: Eq a ⇒ a → [a] → Bool,
requires from the instance of a type variable to be also
an instance of the Eq class

• Multi-parameter type classes would have limited usage
without the existence of functional dependencies. As an
example consider an extract from the tentative definition
of the multiplication class:

class Mult a b c | a b -> c where

multiply :: a -> b -> c

instance Mult Int Int Int

where multiply x y = x * y

instance Mult Int Float Float

where multiply x y = (fromIntegral x) * y

...

The authors of Let should not be generalized present even
more features. Each of them has been studied in isolation
in previous research works. The problem occurs when we
try to combine them into one coherent type system. In a
sense every new feature is pushing the type system even
further and together they are becoming more and more ad-
hoc. Additionally with the amount of new constructs it is
becoming much harder to determine if the algorithms for
type checking/inference are still sound and complete, if type
inference is decidable and it infers principal types.

It is interesting that Haskell at this point has to introduce
the elements of local type inference for handling pattern
matching and extends its type system with qualified types.
We have already discussed the global type inference with
constraints in section II but without local elements. The work
by Peyton Jones et all, introduces a motivating example that
illustrates global type inference when confronted with local
constraints:

data R a where

RBool :: (a ~ Bool) => R a

RInt :: (a ~ Int) => R a
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fr :: a -> R a -> Bool

fr x y = let g z = not x

in case y of

RBool -> g ()

RInt -> True

The introduction of GADTs complicates the types. In each
branch of case we have to take into account the local con-
straints introduced by the type constructors of R. However in
this case the constraints affect the type that will be inferred for
g function. Usage of argument x for function not would force
us to unify type variable a with type Bool and from the type
constructor for R we know that it can be at least of type Int and
Bool. By looking only at the definition of function g a reader
would typically expect the above piece of code to fail. What
happens in fact is that the inferred type is usage-site dependent
and the expression is type correct by inferring the type g ::

forall b. (a ∼ Bool) => b -> Bool. If g was used in the
RInt branch, or outside of the case expression, we would not
be able to ensure the Bool constraint and get the type error.
The actual error message would say that it cannot unify Bool

with Int but the real source of the problem depends one the
RInt branch and local g function.

Existence of type constraints that get generated from GADTs
or type classes allows for an intuitive separation from the
actual solving process which can be implemented efficiently. It
is tempting to actually abstract over the constraints that appear
in the type, by inferring the type g:: forall a. forall b.

(a ∼ bool) => b -> Bool for the above example.
Work done in the Let should not be generalized underlines

that the combination of local and global type inference can
easily lead to an unexpected behaviour. Therefore authors
pursue the idea of less is more, by disallowing generalisation
in the local un-annotated let constructs. Remembering that
the standard typing judgement with constraints in HM(X) is
defined as C, Γ ` e : τ , we can now define above statement
in a formal way. The generalized LET type rule would go from
GenAll LET

(GENALL LET)

Q1; Γ ` e1 : τ1
ā = ftv(τ1)− ftv(Q,Γ)

Q; Γ, (x : ∀ā.Q1 ⇒ τ1) ` e2 : τ2
Q; Γ ` let x = e1 in e2 : τ2

to a simplified NoGen LET

(NOGEN LET)
Q; Γ ` e1 : τ1 Q; Γ, (x : τ1) ` e2 : τ2

Q; Γ ` let x = e1 in e2 : τ2

As it can be seen, when inferring the type for e2 the type of x
is set to be monomorphic. Requiring the addition of annotation
in such ambiguous cases allows for better clarity of the code
and maintainability (whether it is a good style of programming
is another issue). It is of course an argument, which many
users could question (as it can limit their expressivity), but
the language designers take into consideration more than one

factor (in fact GenAll approach was introduced in the previous
work in [10] only for GADTs).

LHM(X) is a full type system that implements the above
restriction. Constraint domain X remains abstract yet we dis-
tinguish between the two types of constraints: simple ones (Q)
and implications (C), τ1 ∼ τ2 and [ᾱ](Q ⊃ C), respectively.
The latter is required for representing the local constraints
arising in the branches. In the implication LHS specifies the
local pattern constraint assumption and the solver has to solve
the type of the branch as given for RHS. In order to retrieve
principal types the authors refrain from unification of variables
that are free in the environment ([ᾱ] restriction). Therefore the
solver will fail with a simple branch constraint like

[α](γ ∼ Bool ⊃ α ∼ Bool) (2)

because of the restriction on the un-unifiable variable α. If the
user annotates the result of the case expression with a type
Bool we get a new sum of constraints (2) ∪ (α ∼ Bool).
That is solvable as the α variable can be unified outside of
the restricted implication.

The standard typing judgement (without constraints) can
be defined as: Γ ` e : τ where for the given environment Γ,
the expression e has type τ . LHM(X), inspired by HM(X)[7],
adds constraints to the typing judgement:

Q; Γ ` e : τ B P

Here Q represents the constraint context (in X), Γ a type
environment and P a set of deferred typing judgements. P has
to be valid for all possible outside environments and constraint
contexts, a consequence of global constraint approach as
enforced by the RMAIN rule in the top-level typing rule:

(RMAIN)

Q1; Γ ` e : τ B P1 Q0Q  Q1

∀Q2, P2(Q2; Γ ` e : τ B P2 =⇒
∀〈Qi; Γi; ei; τi〉 ∈ P2, Q0;QQi; Γi ` ei : τi

Q0;Q; Γ `R e : τ

This way we consider all the deferred judgements that
would be possible for the expression e with type τ and
environment Γ. The set of deferred constraints is crucial for
the design of the OutsideIn approach, that is advertised in
the paper. The additional verification that takes place in the
RMAIN rule ensures that local constraints in the GADTs match
don’t affect the type inference outside of the match. It was
noted already in [13] that checking the deferred constraints
immediately in the typing rule for case would lead to a too
liberal specification that makes the type inference intractable.

In Let should not be generalized the constraint generation
judgement is described as Γ 7→ e : τ  C. As an example
let us consider rule APP that is responsible for generating
constraints for the application i.e. e = e1e2. The e expression
gets a type that is a freshly generated type variable α, e2 has
type τ2, e1 type τ1 and the type system has to ensure the
satisfiability of the τ1 ∼ τ2 → α constraint. In the case of let
construct we have three rules: unannotated (LET), annotated
monomorphic (LETA) and annotated polymorphic (GLETA). It is
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important to notice that the unannotated LET rule involves the
monomorphic restriction which is crucial for the realization of
the LHM(X) idea.

For the unannotated let constructs we do not have to fully
solve the constraints generated for the local expression. The
residual constraint can freely enter the qualified type, along
with the applied substitution. In the annotated let on the
other hand we have to completely check provided signature
as adding any new residual constraints would seem unsound
and counter-intuitive to the users intention (in a sense the
user expects the annotation to be valid and nothing more). In
order to achieve soundness on the generic constraint solver
the authors enforce the list of propositions that the given
constraint system has to actually satisfy. This is identical to
HM(X) approach that we discussed in section II.

The simplification used in Let should not be generalized
brings important aspect to the combination of type inferences.
In Scala, which mainly follows the design of GJ presented
in [6], [8], local inference works well in most of the cases.
Unfortunately there are examples were it fails to infer types for
relatively obvious programs. Consider a situation of partially
applied function as described here:

def foo[X,Y](a: X=>Y, b: X): Y = a(b)

// Valid

val res0 = foo((x: Int) => x + 1, 10)

val partial = foo _

// Invalid

val res1 = partial((x: Int) => x + 1, 10)

val res2:Int = partial((x: Int) => x + 10, 10)

In the first application we are able to infer the type param-
eters X and Y thanks to the type annotations provided to the
argument. Namely the colored type inference allows us to pass
partial type information Int -> α to the parameter a and Int

to the parameter b. We then focuses on solving the simple set
of subtyping constraints:
Int <: X, Int -> α <: X -> Y.

Although the assignment done for the values res1 and res2

is similar to res0, it is invalid. The compiler will fail to infer
the user-expected type for both of them. While typechecking
partial value we have no information about what arguments
can be applied to the function foo (we only look at the local
information). Hence the algorithm infers the maximal possible
subtype for X and Y that satisfies the condition - Nothing (in
Scala this is equivalent to bottom, ⊥). Even providing the
type annotation for the res2 value does not affect the type
inference since we would have to satisfy the invalid Int <:

Nothing constraint.

class A

def foo[T](a: T)(b: T): Int = 0

...

val bar = foo(List) _

...

bar(List(new A, new A))

Similarly in the above example the first partial applica-
tion has to infer the most suitable type for T and we have
to guess the polymorphic type for List, which would be
List[Nothing]. At a later stage we want to apply valid (from
the user perspective point of view) expression of type List[A].
With the definition as above that is not possible. That is why
we would like the type inferencer to take into account the
global view and come up with List[A] instantiation for T. This
scenario is similar to the situation presented with constraints
in (1) from section II. Following Let should not be generalized
it would be interesting to allow global constraints in general
(in additional to local type inference), with limitation that
instantiable type variables cannot occur on both sides of the
subtyping constraint. In such situations we would require type
annotation that would drive the type inference.

Some of the challenges that we will have to take into
account (apart from the subtyping constraints) involve co-
and contra-variant type parameters, structural typing, implicit
resolution and higher-kinded types. Therefore it is important
that the result of our research can be easily adapted to the
new constraints developed for at least the existing Scala’s type
system.

IV. IMPROVING TYPE ERROR DIAGNOSIS

In the previous section we discussed the advantages of
extending local type inference with global constraints. Yet the
often complained about feature of the declarative languages
is that the global type inference gives imprecise type errors
(in terms of problem location and clarity of the description).
For a normal programmer it is hard to comprehend the
advanced features of the type system. In general with local
type inference it is easier to keep the number of constraints
in reasonable limits. Unfortunately there are situations when
using more advanced features we are still able to come up with
types that are hard to reason about even for more advanced
users. Therefore we can see the need for a more elaborate
techniques that allow to inspect the types of the expression in
a more simplified way. In a sense a type debugger equivalent
to the runtime execution debugger widely used in a day-to-day
development. The importance of type debugger will become
even more crucial as we advance in the ideas mentioned in
the section III.

The issue here is not only with more elaborate error
messages explaining the invalid typings. It should also be
possible to inspect the type correct/invalid programs where
for instance an unexpected lower/upper bound gets inferred.
This way effective type debugger can serve as an educational
platform for actual learning on how the more advanced type
system works. A single example most commonly present on
the Scala mailing list involves inferring the bottom Nothing

type which according to the specification is optimal in many
situations but counter-intuitive for many users.

In Improving Type Error Diagnosis the authors take the
challenge of designing a comprehensive type debugger called
Chameleon, that works on a large subset of the Haskell

language. In short the prototype enables to interactively inves-
tigate the source of the error by highlighting the problematic
fragments of the program like in:
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insert x [] = x

insert x ( y :ys) | x > y = y : insert x ys

| otherwise = x : y : ys

Here, the problematic program locations contribute to the
understanding of the type error message. The improved error
message is much more informative than the cryptic

... cannot construct the infinite type: a = [a]

Expected type: [a]

Inferred type: a

In the application ‘insert x ys’ ...

that one gets from the popular GHC compiler. With the
standard compiler we are less likely to find a real problem -
the first line of the definition, rather than the suggested second
one. The existence of such type debugger becomes even more
crucial when we are dealing with real, large programs that are
pushing the systems to the limits.

An important design decision behind the tool is the clear
separation of the constraint gathering process from its solving.
This allows for finding multiple complex errors which can
share a subset of unsatisfiable constraints that could otherwise
be reported separately. We can therefore improve the standard
incremental development (i.e. fix one bug, compile, fix another
etc.).

In Improving Type Error Diagnosis type constraints are
manipulated using Constraint Handling Rules (CHR)[2]. Fol-
lowing the common approach of describing Haskell’s type
system they distinguish between the two types of constraints:
simple equality between the types and more involved user-
determined (class types and functional dependencies). The
advantage of choosing CHR is the clarity of translation from
the original language to the more concise representation that
contains only the necessary transformation rules along with
justifications.

The authors use a subset of CHR, namely the simplification
and propagation rules. It is important to note that the generated
constraints can be solved using the above rules in a non-
deterministic way and will always give a consistent result.
Therefore unlike the other global constraint solver algorithms
it is independent from the specific traversal order. Function
definitions (with or without annotations) lead to simplification
rules that precisely describe dependencies between arguments,
formal parameters and the body of the function. Annotated
functions differ only by adding constraints resulting from
the signature. propagation rule is used for the user-defined
constraints. Application of that rule mostly contributes to the
new constraints which have to be satisfied in order to make
the program type correct (i.e. the total number of constraints
will increase). An example for annotation of a function
fl :: (U1 t̄1, ... Un t̄n) ⇒ t

leads to the simplification rule
fa(τ) ⇐⇒ (τ = t), (U1 t̄1), ... (Un t̄n)

The possibility of having clear global constraint generation
and solving arises partially from the limited language (in
comparison to original Haskell), for instance Chameleon lacks
GADTs or local let definitions. The amount of features a
hybrid object- and functional-oriented language like Scala or
a full Haskell would introduce, immediately complicates the

complexity of the type debugger’s design.
Chameleon’s design relies on the concept of the minimal

unsatisfiable set (MUS) of constraints described in [11]. In
short, we want to find a MUS of a not-yet-minimal set of
constraints C that is unsatisfiable. Given an initially empty
set D, the authors determine a minimal unsatisfiable subset
of C through the incremental addition of the elements of C
to D until D becomes unsatisfiable. At this point we know
that the last added constraint to D has to be in the MUS of
constraints. This constraint is added to the set E and we apply
the produce repeatedly until E becomes unsatisfiable. Although
MUS already gives the set of constraints (and locations)
involved in the conflict, the research focuses on developing
heuristics that allow for more precise type error messages.
The importance of precise translations of the source program
to the constraints and later constraints to the source becomes
apparent at this point. Each MUS contains at least a single
constraint relevant for the type error message. By removing
this constraint(s) we are able to produce a satisfiable set
necessary to define partial substitution (unification required for
giving sensible description) and report a type error associated
with the removed constraint(s).

The general scheme presented above works well for com-
mon constructs like function application, lambda definition
or conditionals. Given the MUS, we are able to locate the
faulty region and apply one of the predefined templates (each
construct requires a well defined set of some type of con-
straints). Unfortunately more advanced type system features
require individual extensions. For instance with functional
dependencies it is not enough to discover the problematic
location - the authors detect the last (propagation rule) CHR
that was applied to the set of constraints and that leads to
the location of the functional dependency and class instance
declaration. A similar problem arises with missing instances
for some type classes. Let’s assume that after the reduction
of constraints for some function f we are left with constraints
C, i.e. f(t) −→∗CHR C. Therefore the type of the function
is ∀ftv(C).ΘCu ⇒ Θt, where Θ represents the most general
unifier arising from the unification of the equation part of C,
namely Ce. The only left user defined constraints (Cu) are of
the form, Uτ ∈ Cu such that Θτ is not a variable or a variable
applied to any number of types. Finding what actually caused
such constraint involves finding minimal set of implications
from equational constraints (done in an analogical way as
MUS). In the error message below the sum function can have
a constraint Num k ∈ Cu and Θk = [a]. Our aim is to find
out the set of constraints that lead to such substitution so that
we can emit more information:

Missing instance

Instance: Num[a]: sum [] = []

sum (x:xs) = x + sum xs

The work done by Sulzmann, et all, gives a firm back-
ground for a text based type debugger. It is mentioned in the
companion report [11] that Chameleon also supports interactive
type debugging where users can request the inferred type for
further inspection. This allows for careful analysis of the types
existing in the whole program.
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Interactively exploration of types for the Haskell language
has been attempted in [5] by Neubauer and Thiemann. Unfor-
tunately no usable prototype has been designed till this day.
Such visualisation of the type system has a higher chance
that the type debugger is understood by novice programmers.
In fact the work of Chameleon has already shown that trivial
different background colors for the type errors is a good
solution for showing the dependencies between the constraints.

Another possible approach for providing the type debugger
capabilities was presented in the Helium language [3]. This
minimalistic Haskell implementation, designed for educa-
tional purposes, focused on the implementation of complex
heuristics that automatically provide correction suggestions.
We believe that such a technique, although attractive for
beginner programmers, can be very hard to generalize for more
complicated typing patterns that involve advanced language
features (Helium does not even provide type classes). With a
working type debugger prototype we would like to investigate
how much those features would help the users in their day-to-
day development.

V. THESIS PLAN

The work on the type debugger described by Sulzmann, et
all, is a rare development on this subject. Still, users complain
about the inability to understand the workings of the type
system. We believe that it should be possible to explain the
advanced features in a way that novices could follow. The
Chameleon type debugger was defined on a smaller subset
of the Haskell language. This allowed to describe a clever
system that manipulates the constraints in order to extract
the necessary information. However for a successful result it
is necessary to define a system that fully comprehends the
language. With a hybrid language, like Scala, this is non-
trivial problem.

Type-checking of the programs is often one of the most
resource consuming process during the whole analysis of
the program. Therefore there exists no efficient, brute force
method for extracting full type information for the programs.
In fact, although the description of Chameleon doesn’t mention
it, it is almost certain that the system keeps all the program’s
constraints in order to give qualified information. Providing
only short error messages with incorrect types is not enough
when dealing with large applications. The real source of a
problem can be far from the reported one and we want to
be quick and effective while finding it. That is why the full
storage of the type history of the expressions is not an option.
Our aim will be to define a system that is able to reconstruct
such information from the partial knowledge efficiently on
the fly. At the same time the manual process of debugging
is cumbersome and time-consuming, therefore the systems
should assist the user in quick exploration of the (possibly
large) type space.

The aim of this research would also be to allow for close
integration of the mentioned system with graphical IDE tools,
like Emacs, Eclipse or IntelliJ. A graphical type debugger
would allow for more interaction with the type system, es-
pecially for much larger programs (entering long function

signatures in the interactive mode of Chamelelon can quickly
become a deterrent factor for less persistent users). In fact
the source of every constraint would provide direct links
to the explanation in the specification, hence giving a more
transparent language implementation for the more advanced
users (and language designers that have to deal with complex
implementation).

Along with providing the tools that help to explain the
type system, our attempt is to simplify its usage by exploring
the type inference possibilities. By integrating the global
constraints into the local type inference we will reduce the
need for more and more type annotations. The Let should
not be generalized approach brings an important aspect to
the world of type inference. It is not always necessary to
provide the full type inference for the given un-annotated
expression. In fact, it is proper to require type annotations
to explain ambiguous, complex expressions. Having such well
defined situations helps both, the language designers and the
programmers. As we have explained in section III and II in
languages with the advanced type systems it is becoming more
and more challenging to provide a predictable type inference.
The examples presented there illustrate the complexity we
have to deal with in object- and functional-oriented styles. The
Haskell designers add the local information to its global type
inference, but we will approach this problem from the other
side (local type inference have proven to be more appropriate
as a basis when dealing with object-oriented languages).

Both of the subjects are closely related since the explanation
of the typing problem with the use of constraints (how they
are generated, generalized, how they evolve into other con-
straints) can be often well understood by the human beings, if
appropriately shown. Additionally a well defined type system
with constraints will at the same time allow to keep it in
reasonable sizes therefore making it easier to understand and
present to the programmers. The introduction of the global
constraints opens also new opportunities for the integration of
more generalized constraints.

VI. CONCLUSIONS

We have presented three papers which describe some of
the challenges involved when defining a sophisticated type
system. Along with the summary of the previous work we
have demonstrated challenges (and similarities) that can be
expected during our research work. Finally our research plan
summarizes the future work towards the thesis.
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